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Abstract—With the recent advancements in computing power
and energy efficiency, embedded system platforms have become
capable of providing services that previously required compu-
tational support from cloud infrastructures. Accordingly, the
edge computing paradigm is becoming increasingly relevant,
as it allows, among other advantages, to foster security and
privacy preservation by processing data at its origin. On the other
hand, these systems demand predictability across the IoT-edge-
cloud continuum. Regardless of the communication link, real-
time tasks at the edge send data on the network, employing one
or more transmission queues. For a system designer, analyzing
the timing behavior of a task becomes challenging when each
task has to wait for a variable amount of time before sending
a packet. This paper analyzes the transmission behavior of
a network of nodes regarding the latency introduced when
dealing with a communication interface. The proposed analysis
provides necessary conditions under which the data traffic is
guaranteed not to exceed the transmission queue limit, thus
avoiding unbounded waiting times on task execution, while
a response time analysis technique is provided to ensure the
schedulability of periodic tasks executing in each node of the
network. An experimental campaign was carried out to evaluate
the schedulability performance obtained with different system
configurations when the proposed analysis was applied.

I. INTRODUCTION

Networked embedded systems have become pervasive in a
large number of application domains, ranging from agriculture
to transport. The functional behavior of these systems directly
impacts the safety of living beings and objects. Recent tech-
nology advancements also made it possible to realize more
powerful embedded platforms capable of providing services
that previously required computational support from remote
servers to be accomplished. In this scenario, the edge comput-
ing paradigm is becoming increasingly popular. This paradigm
leverages the computational capabilities of modern embedded
platforms to enable the processing of large amounts of data
closer to its origin, drastically reducing the amount of data sent
to the cloud, thus facilitating timely computation, reducing
energy consumption, and preserving data privacy.

Edge computing is becoming a key driver of innovation in
several fields, such as the automotive industry. In this case,
vehicles are augmented with connected-car services that pro-
vide advanced functionalities and enhanced user experience.
However, automotive manufacturers must carefully design the
networking services behind the operational curtain. When the
functions performed by the edge-computing system need to
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interact with the external environment, as is typical of a
cyber-physical system such as a vehicle, time predictability
across the edge-to-cloud continuum is crucial to ensure the
safe behavior of the overall design. In addition, the usage of
system resources must also be kept to reasonable amounts.
These growing requirements can be approached by devising
improvements in network architecture, computing infrastruc-
ture, and data availability. When dealing with interconnected
systems, the edge computing nodes are expected to deliver
the result of the computation within a predefined deadline, for
instance, by transmitting a chunk of data across the network.
Implementing packet transmission at the node level impacts
the timing behavior of the system and calls for investigating
different strategies to schedule transmission-related activities
in a time-predictable fashion. Indeed, software tasks running
in an edge node commonly place packets in a transmission
queue during their execution. When the transmission queue is
full, the task must wait for a potentially unbounded amount
of time before transmitting a packet. Furthermore, the device
transmission protocol takes some time to be carried out, and
the transmission device must be used as a shared resource pro-
tected by a specialized real-time synchronization mechanism.
These design peculiarities make it particularly challenging
to analyze the timing behavior of these kinds of systems,
and deriving a precise bound on the delay introduced by a
complex edge network is considered a challenging endeavor.
Nevertheless, it is interesting to analyze the type of latencies
introduced by the transmission device and how they must
be accounted for when analyzing the overall timing behavior
of the edge node. Indeed, analyzing the timing behavior of
a task becomes challenging when each task has to wait a
variable amount of time to send a packet. As a simple example,
consider a system composed of two tasks scheduled under a
fixed-priority schema, as shown in 1. The higher priority task
7'11, during its execution, sends several packets of data. Packets
are copied into the queue of the transmission device. Then, at
some point, the lower priority task 74 arrives and must, in
turn, send several packets in the network. However, assuming
the transmission queue is already full, the lower priority task
must wait for the queue to have at least one free slot before
it can start transmitting. In this scenario, it is possible that a
deadline miss can occur unless a precise estimate of the time
required to clear a transmission queue slot is provided.
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Fig. 1. Fixed-priority schedule of two tasks in an edge node. Both tasks
require the transmission device. The higher-priority task copies several data
packets into the device queue. The lower priority task must, in turn, send
several packets out. Assuming the transmission queue is already full, it must
wait until there is enough space. Therefore, the deadline for the lower-priority
task might be missed.

This work presents a transmission model to analyze the

different sources of latency introduced when accessing a
communication interface in an edge network scenario. The
proposed model ensures that the data traffic does not exceed
the transmission queue limit in order to avoid unbounded
waiting times during task execution. Furthermore, a response
time analysis is proposed to evaluate the schedulability of all
software tasks in the network under a multiple-node scenario,
such as those commonly adopted in crowdsensing applications
or when dealing with smart sensors network.
Contributions. In summary, this work makes the following
contributions: i) it presents a detailed analysis of the latency
that a packet can experience during the transmission from an
edge node; ii) it derives an analysis that prevents the device
transmission queue from being full, bounding the time required
for a task to send data through the communication peripheral;
iii) it derives a scheduling analysis considering a multiple-node
scenario; iv) it reports the results of an experimental evaluation
of the proposed response time analysis approach in terms of
the schedulability ratio over randomly generated task sets.

Since this work only addresses how transmission operations
are scheduled, other aspects, such as packet recovery strate-
gies, are not discussed as they depend on the target application
and the adopted network protocol.

To the best of our knowledge, this is the first paper present-
ing a scheduling analysis on a distributed scenario that takes
into account transmission latencies.

II. RELATED WORK

Edge computing has become an increasingly popular net-
working paradigm due to increased computational power and
decreased physical size of specialized sensor/actuator em-
bedded devices. Edge devices of this kind are designed to
satisfy the demands of applications that are both computation-
intensive and delay-sensitive. On the other hand, ensuring a
predictable timing behavior and resource utilization requires
specialized modeling and analysis techniques to guide the
design of the system. Numerous works in the literature focus
on investigating techniques related to the concept of quality
of service (QoS) for delay-sensitive applications running on
the edge. The performance evaluation of real-time services
in networks is, however, particularly challenging. Real-time
services require firm QoS guarantees, usually formulated by

computing an end-to-end delay bound for each node’s packet
transmission, reception, and computation. Several results in
the literature rely on the application of Network Calculus [1],
a theory for deterministic network performance analysis. For
instance, Mei et al. [2] analyzed the overall delay bound for
packet transmission by employing stochastic network calculus
(SNC) for mobile edge computing (MEC) networks. MEC is a
promising computing paradigm that leverages the availability
of Internet of Things (IoT) devices and infrastructure. In
particular, MEC is a distributed computing architecture that
allocates computation resources to computing servers deployed
at the edge of the network to handle different levels of QoS.
An overview of this architecture was presented in [3]. Based
on MEC, numerous studies investigate how to improve the
overall performance of edge-to-cloud applications in terms of
latency. Ren et al. [4] formulated an optimization problem
to solve the problem of splitting the computation of a single
task into two parts, one executed at the edge and the other
one on the cloud. Another approach to optimize transmission
latency, based on data compression, was presented in [5]. This
approach analyzes three different models: local compression,
edge-cloud compression, and partial compression offloading.
In the case of compression offloading, an optimization problem
is provided to find an optimal configuration that minimizes the
overall latency. The increasing requirements of processing time
in mobile applications may also represent another source of
increased latency. Jia et al. [6] proposed a heuristic offloading
method for computation-intensive applications in MEC, taking
into account both cloud service latencies and computation
time and leveraging load-balancing techniques. Yi et al. [7]
introduced a technique to offload computation between client
and edge nodes and distribute computation among nearby edge
nodes to provide low-latency video analytics closer to a mobile
device and its user. Latency is also strongly dependent on how
transmission queues are managed. Aamir et al. [8] proposed
a buffer management scheme to contain the packet loss ratio.
Another queue management mechanism, based on dividing the
main queue into two sub-queues, has been developed in [9].
These works focus on reducing the end-to-end latency in data
transmission across the edge network. Differently from these
works, this paper provides a real-time schedulability analysis
for nodes sending packets periodically, together with a bound
on the expected usage of the transmission resource.

A common requirement in the literature concerning wireless
sensor and actuator networks (WSAN), especially in the field
of industrial wireless communication, is to satisfy the end-
to-end timing requirements of all tasks. Given that stringent
timing and reliability requirements for WSANSs are similar to
those in place for tasks in real-time scheduling, recent works
focused on exploring multiprocessor scheduling theory’s ap-
plication to wireless edge networking. The works by Lu et
al. [10] and Gutiérrez-Gaitén et al. [11] provide an overview
of the most significant research efforts in this direction. In
particular, Gutiérrez-Gaitan et al. [11] takes combines existing
analyses for multiprocessor scheduling with the modeling of
the transmission channel; however, the focus is on deriving an



end-to-end delay analysis rather than a scheduling analysis at
the node level and at the overall system level.

III. SYSTEM MODEL

This work analyzes delays introduced during data transmis-
sion from/to edge nodes in a replicated-node scenario. Com-
monly, this system architecture can be adopted when designing
crowdsensing applications or network of smart sensors. Under
this scenario, z refers to the number of edge nodes in the set
& ={F,..., E.} taking part in the network. We consider the
case in which each edge node consists of an embedded system
platform with a single processor (i.e. a microcontroller). On
each node k, a set I'y = {7F,..., 7%} of n periodic tasks is
executed. Tasks in I'y, are scheduled on the processor by a
preemptive fixed-priority scheduling algorithm and activated
simultaneously without any initial offset. Each periodic task
Tz»k is characterized by a worst-case execution time (WCET)
Cf, a release period Ti’“, and a relative deadline Df < Tf,
assuming that task ¢ of each edge node k has the same period
and same deadline such that 7} = T? = ... = T} and
D} = D} = ... = D} respectively. We denote with H the
hyper-period among all periods of tasks 7¥, given by the least
common multiple of the periods.

The set of higher-priority tasks concerning 77 that execute
on the same node E, is denoted by hp(i, k).

Each node is connected to a communication network CN. To
be as general as possible, this work does not take into account
a specific type of network link, with the advantage that the
proposed analysis can be applied to both wired and wireless
networks. The edge node exposes, on the network CN, an
interface capable of sending and receiving data. Consider the
following; we use NI to refer to the node interface representing
the interfaces exposed by a node.

Data transmission via the CN occurs by acting on several
memory-mapped device registers.

In every type of network, especially in those that share
the communication channel (e.g., wireless networks), a packet
transmission may suddenly result in a packet loss due to the
contention of several transmission collisions or interference
from the environment. For analysis, the CN is modeled as a
network with error loss probability P(e), where e is the event
of losing a packet.

The NI provides an output (and, respectively, an input)
buffer organized as a first-in-first-out (FIFO) queue of ¢!
elements, each system’s architecture such registers consists
of performing several writing and reading operations on the
memory-mapped device registers. The minimum read/write
rate to access such registers is indicated with 8 (in terms of
bytes per time unit), while the maximum rate is denoted by
£ Furthermore, the NI guarantees a minimum transmis-
sion rate on the link indicated by « (bytes per time unit).

To send data out from NI, the content of a packet must be
copied from the task memory to the device queue. Memory
write times are generally shorter than read times; however,
we denote with + the minimum read/write rate to access the
memory. The model considers an equal rate for read/write

operations as it does not particularly affect the results of this
work. If the NI transmission queue is full, a task must wait
to send data until one of the slots becomes empty.

To summarize, when a task needs to transmit = bytes of
data, the NI needs (i) at most '/~ time units to read the data
from the task memory, (ii) at least 2/8™** time units and at
most x//3 time units to copy the mentioned data into the NI
queue and (iii) at most z/« time units to transmit such data
into the communication link.

After its computation time, a task Tf sends M; data packets
over the network in broadcast. We assume that tasks with the
same index in different nodes send the same number of packets
M;. Every edge node receives the packets. Each packet has
a fixed size of b bytes, i.e., a size equal to that of the FIFO
queue elements. Not every periodic task may produce data
that must be sent over the network; hence M, can also be
zero. For the sake of readability, in the following sections, we
use M} = M, + [M; - P(e)] to denote the total number of
packets sent, where [M; - P(e)] are those retransmitted due
to package loss. In this analysis, if the transmission fails, only
one retransmission is made. Furthermore, we are assuming
that, if both packet transmissions fail, the receiving nodes do
not wait for data, but they still use the last received one.

When a packet arrives at the receiving node, the NI notifies
the receipt through interrupts. The NI raises an interrupt every
time a packet is received. The corresponding interrupt service
routine (ISR) is in charge of reading the packets in the queue
by reading on the NI device registers and copying them into a
memory buffer shared with the task interested by the packet.
Each ISR introduces an overhead of at most 'R time units
due to its activation and completion management.

The network interface NI is considered a shared resource
among the tasks in I'; that send or receive data, i.e., among
the tasks for which M; > 0. Therefore, data transmission
is performed through the NI in a mutually-exclusive way.
Thus, each task must acquire and release a lock before
transmitting and receiving each packet. The immediate priority
ceiling (IPC) [12] locking protocol is adopted to avoid priority
inversion phenomena while protecting the NI among the tasks
for which M; > 0. Therefore, the critical sections in which
a task 7F accesses the NT are accessed in mutual exclusion.
According to the chosen protocol, a task could be blocked
during the critical section of the transmission phase due to the
exclusive use of the devices. In the following, let PT represent
the total blocking time experienced by each task due to the
non-preemptive transmission phase of a task.

IV. TRANSMISSION ANALYSIS

This section provides an analysis of the transmission laten-
cies introduced by the NI, deriving a condition to ensure that
the number of packets sent through the NI peripheral does
not exceed the size of the FIFO queue to avoid introducing
unbounded blocking.

A. Latency modeling

Definition 1: The transmission latency A due to a packet
transmission through the NT is defined as the time that elapses



since a packet is stored in the transmission queue by the sender
to the time the packet can be considered sent out and thus
available for the subsequent node of the network.

In the following subsection, the latency introduced by NI
is studied employing a model commonly used to account for
delays in networks of routers [13][14]. Under this model, A x
can be decomposed as a sum of four different components:
a propagation latency d,,.p, a transmission latency diyqns, a
processing latency dproc, and a queuing latency dgycue-

Therefore, the total latency due to the NI packet transmis-
sion can be computed as:

ANI = dprop + dtrans + dproc + dqueue

This analysis aims to show that the transmission latency
A N7 can be bounded rather than providing an exact estimation
of the latency Ap;. In order to show that there exists a static
upper bound A%¢* for the latency Ay, each component
is analyzed separately. In the following subsections, we in-
vestigate the latency sources characterizing each transmission
latency component A .

1) Propagation latency: Once data bits are pushed into
one end of a link of the CN network, they must propagate
to the other end. The propagation latency depends on the
channel length and the signal propagation speed for the given
link medium. In practice, it can be computed as the distance
between the link’s endpoints divided by the propagation speed
across the channel. The signal propagation speed is affected
by multiple factors. Although some specific wireless networks
(e.g., wireless acoustic networks) may have a propagation
latency of up to several milliseconds, in the majority of cases,
if the node is connected employing a network cable or a
wireless network, the latency due to the propagation speed
is in the order of nanoseconds. Furthermore, dy,., differs per
pair of edge nodes because the distances among nodes can
significantly vary. Hence, we consider o," as the propagation
latency for transmitting a packet from node E, to node E,.

2) Transmission latency: The transmission latency is an
amount that represents the time required by the device to
transmit a chunk of bytes into the link and depends on the
device’s bandwidth. It is computed as the number of bytes to
be pushed in the link divided by the transmission bandwidth.
Given that each task exchanges data packets with a fixed size
of b bytes and that the transmission rate over the link is given
by a, we can compute direns a8 dipans = g = o4, With oy
being a constant factor to account for the transmission time
demanded by each packet.

3) Processing latency: The processing latency represents
the time required to read and write the device registers
involved in the transmission and to perform the necessary
register shifts. This time is fixed for each packet and does
not depend on the packet length. Therefore, we consider
dproc = 00, With o, being the maximum data-size-independent
processing overhead.

4) Queuing latency: The queuing latency represents the
time each packet must wait in the queue before transmitting

it to the link. The queuing latency will be null when the
queue is empty, and no other packet is transmitted. Otherwise,
the queuing latency for a packet depends on the number of
currently enqueued packets waiting for transmission.

Assuming that each packet transmission requires a time
equal to the transmission latency di,qns plus the processing
latency dpyoc, the transmission of the N-th packet in the queue
will start after (N —1)-(dgrans+dproc) time units have elapsed.
Therefore, the maximum queuing latency can be computed as
dqueue = (QNI - 1) : (Ud + 0'0)-

5) Overall latency upper bound: Given that the propagation
latency was modeled as having a dependency on a specific pair
of nodes (F,, E;), with E,. € £ and E; € & as the receiving
node and the sending node respectively, the resulting value
of the overall transmission latency Ay will also depend on
the specific pair. Let A represent the transmission latency
between the nodes in the pair (E,, E;). The value of A can
be upper bounded as Af < ¢N'- (0, + 04) + 05"

B. Queuing analysis

In this subsection, we analyze how the sending and the
receiving queues of the NI are filled and emptied over time
and how this can affect the schedulability of the task set.
The proposed transmission model considers the NI queues as
finite queues. Therefore, when the queue is full, a task cannot
push another packet into the queue and must perform a wait
or decide to abort the send operation. To avoid unbounded
waiting times or packet drops, the task must perform the send
operation when the queue has at least one available free slot.
Analogously, when receiving, if the receiving queue is full,
then the packet will be lost.

In the following, we derive the necessary conditions on the
sending and receiving behavior of each node to ensure that,
for each sending operation, there are enough available packet
slots in the sending queue. On the other hand, when receiving
packets, we ensure that there are enough available packet slots
in the receiving queue.

C. Sending

Assume that the queue can host infinite packets to prove
the following lemma. Recall that o indicates the transmission
bandwidth. Let B(t) represent the total amount of bytes for
which transmission has been requested through the NI within

the interval [0, t). We define the utilization of the transmission
interface U I(t) as UNI(t) = %.
Lemma 1: The latency component caused by queuing dgyeue

can be bounded during the entire system service only if
U (H)<1

Proof. Given that the transmission bandwidth « is constant,
if % > 1, then B(H) > «H, therefore the rate at which
bytes arrive at the queue exceeds the rate at which the NI
device can transmit the bytes. Consequently, the queue will
tend to grow with no bound, making the queuing latency
infinite. Note that the behavior of the task set repeats every H



time unit; therefore, the transmission pattern also repeats every
H. Hence, testing the inequality for ¢ > H is unnecessary. O

In the following timing analysis, we assume, as a necessary
condition, that UN! is less than or equal to 1. Given that
all tasks 7F are periodic, UN' can be computed as UN =
i (M7 - b)/T;. Even if the condition UN' < 1 holds, the

nature of U  (t) impacts the latency. If a packet arrives every
g, it surely finds the queue empty. In reality, multiple packets
can arrive simultaneously, in bursts. Hence, UN does not
represent what is happening to the packet queue. Therefore,
we must ensure that the current packet burst does not exceed
the number of available slots in the queue.

We begin by bounding the amount of data sent within
arbitrary time windows. The following lemma holds if the
task set I'y, is schedulable. Therefore, if the task set is not
schedulable following the response-time analysis, then the
resulting response time bounds should not be considered valid
(e.g., they are not representative of the lateness of the tasks).
For the sake of readability, in the following lemmas, we are
using M/ to consider all the packets sent, including those
retransmitted because of package loss.

Lemma 2: In any time window of length ¢, the tasks in I'j
can input in the NI queue at most g(¢) bytes of data, where

g(t) = min {zn: F —;TZ-‘ M0, ﬁm‘”t} 1)

i=1 v

Proof. This Lemma was already proved in [15], Lemma 1.
|

The above lemma can derive a safe condition under which
the NI queue is never full.
Lemma 3: No task can find the NI queue full when sending
a packet if
Yt >0, g(t)—at <gN'-b. )

Proof. This Lemma was already proved in [15], Lemma 2.
O

Lemma 3 does not represent a practical and efficient test
since it requires checking the inequality for any positive value
of ¢t. The following lemma shows how to limit the test to a
finite number of checkpoints.

Lemma 4: No task can find the NI queue full when sending
a packet if, Vt € ®, g(t) —at < ¢"'- b, where

o= J{kTi+e<t" k=0,1,2,.. }U{y}, 3
i=1

with n .
- n Mb’
=i T;

w: {tﬁt* ‘ Z ’Vt‘;lTi-‘ Mi*b:ﬂrnawt}7 (5)

i=1
and € > 0 is an arbitrarily small positive number.

Proof. This Lemma was already proved in [15], Lemma 3.
a

The result in Lemma 4 provides a practical test to ensure
that no task can find the NI queue full.

D. Receiving

In order to derive necessary conditions that ensure bounded
behavior on the receiving end, it is necessary to estimate the
maximum number of packets that can be enqueued in the
sending queue at any given time. In fact, the number of packets
that are present in the sending queue contributes to the queuing
latency dqueye- Recall that the queuing latency dgueve depends
on the status of the sending queue when the transmission
is performed. This latency will affect the arrival pattern of
packets in the receiving queue.

The number of packets contained in the sending queue can
be bounded according to the following lemma.

Lemma 5: The NI queues never contain more than
packets, where

(T

QMAX

and & is defined as in Lemma 4.
Proof. This Lemma was already proved in [15], Lemma 5.
O

Given that the queuing is managed in FIFO order, the
maximum time a packet can be delayed while being in the
queue is guaranteed to be smaller or equal than the cumulative
transmission time of all the preceding packets in the queue,
which can be at most QMAX — 1. It follows that the queuing
delay dqueue can be bounded as:

dqueue < (QMAX - 1) : b/Oé (7

Given this less pessimistic upper bound on dgucye, the value
of A? can be estimated as

AS = QM (o, +0y) + o ®)

When receiving data, a single node F, may potentially
receive M; packets from each task of the other z — 1 nodes.
Hence, Lemma 2 has to be modified to account for the fact
that the node is receiving packets from all the other nodes.

Lemma 6: In any time window of length ¢, the tasks can
receive in the NI queue at most h(t) bytes of data from node
FE,, where

hs(t) = min {; P*TTW M;b, at} . 9)
Proof. This lemma is analogous to Lemma 2, except for the
coefficient «, which replaces the coefficient 5" in Lemma 2.
In this case, the queue is filled with a rate o because the NI
receives packets from node E through the communication
channel. The lemma follows. O



Given that all the transmissions are performed in broadcast,
each node receives packets from the other z — 1 sending
nodes. Hence, the condition concerning the filling of the
receiving queue is slightly different because it must consider
that the amount of received packets is greater. Furthermore,
the following lemma assumes ¢ — A? as an argument for h(t)
to account for the transmission latency between node E and
node F,. When node E; transmits a packet, F, will only
receive it after A? time units.

Lemma 7: NI never finds the queue full if

E hs(t—A)—at <0
B,
E.#E,

Vi>0:t—A) >0,

Proof. Assume, by contradiction, that at a particular time
instant ¢; we have > p.cs hs(t1—A2)—at; > 0. This means
E.£E

that the sending nodes are transmitting with an aggregate
rate greater than the receiving rate at of the receiving node,
resulting in a packet loss. The lemma follows.

O

Similarly to Lemma 3, we can reduce the number of points to
be tested to a finite amount, as shown in the following lemma.

Lemma 8: NI never finds the queue full if, Vit €
D,., ZESGS,E#ET hs(t — A%) — at <0, where

P, = U U (kT +e+ A3 <H,k=0,1,2,...}

E;€€ 7,€lg
B £E,

(10)
Proof. Similarly to Lemma 3, the checking points are the
activation of each job of each task of each edge node except
the receiving node F,.. At every activation time, the time A
needed by the packet to arrive at node E, must be added.
Given that each node can be at an arbitrary distance from
E,, we have a different A? for each. Finally, if the condition
> E.ee hs(t — AS) — at < 0 is satisfied for each checking

E#E

poinst between 0 and the hyperperiod H, then it is always
satisfied. Therefore, the lemma follows. O

Note that the checking points ®,. must be obtained for each
receiving node FE, to let the Lemma 7 holds for every node.

V. TIMING ANALYSIS

This section presents a response time analysis compatible
with the system model presented in section III, which ac-
counts for packet transmission with error recovery through
retransmission. Recall that, as discussed in Section III, each
job of a task 7¥ sends M; packets during its period T}, with a
probability P(e) of incurring a transmission error due to the
communication channel. If 7 does not have any packet to
send, then M; = 0. The response time analysis for each node
consists in deriving an upper bound Rf on the worst-case
response time RY for each task in the node. Then, in case
RY < DF holds for each task 7% in T'j, the task set of node
FE; is deemed schedulable. Then, if all task sets executing

in all system nodes are schedulable, the overall system is
deemed schedulable. In the following, we show how to derive
a response time upper bound Ef for a generic task 77 of a
task set I'.

A. Bounding the response times

First, the following lemma provides an upper bound on the
interference suffered by a task 7F due to the execution of
higher-priority tasks executing on the same node.

Lemma 9: Under rate monotonic scheduling, the interfer-
ence Ii]C P guffered by a job of task 7F due to the execution

of higher-priority tasks on the same node is bounded by

z, ] ()

T €hp(i,k) J

k.hp _
I; =

where hp(i, k) represents the set of higher-priority tasks of 7%
in Fk.

Proof. The higher-priority interference generated on a generic
task 7F under fixed-priority scheduling can be calculated as
shown in [12] (Equation 4.18). In the proposed system model,
the computation time of a task le- is composed of the worst-
case execution time C;C plus the time spent to write the M;
packets into the transmission device register/memory. Taking
into account the probability of error P(e) of the communica-
tion channel, [M; P(e)] packets must be retransmitted. Hence,
multiplying M;+[M; P(e)] by the size of each packet b yields
the total amount of data to transmit for each job. Dividing the
resulting amount by the memory-to-device transmission rate
B, the total execution time spent to transmit the packets is
obtained. The lemma follows. O

The following lemma bounds the interference generated by
the ISR in charge of handling packet reception on each node.

Lemma 10: The interference generated on a job of 7F by
interrupt service routine (ISR) instances that handle arriving
packets is bounded by

E A
= ST ST Mo {Rz ;§ k
J

E,e€ T7€T
Es#Ex

Proof. Every node in &, except for node k, is considered as
sending packets to the tasks in node k. When a packet arrives,
an ISR is triggered to handle the reception of that packet.
An ISR instance can be considered as a higher-priority task
for all tasks in the task set I'y. The length of the interval
in which the ISR can cause interference on 7/ is given by
the response time R plus the transmission delay A7 . In fact,
if a task from a given node FE, starts sending a packet at
t = —Aj + ¢ with € > 0 arbitrarily small, an additional
ISR instance will interfere with 7. The resulting transmission
delay Aj is thus modeled as a release jitter for the purpose
of performing the analysis. As a result, the number of times

RF4A? .
’+S L | which,
T

multiplied by ¢'® and the number of packets M; to be sent,

that the ISR interferes with 7/ is given by {



and summed for each task of each edge node, gives the total
interference due to ISRs. The lemma follows. O

The following lemma provides an upper bound on the
blocking time experienced by a job when accessing shared
resources in the NI.

Lemma 11: The blocking time that a job of 7¥ can experi-
ence is bounded by

PT = b + é

v B
Proof. If a task 7 with lower priority than 7 starts executing
the critical section at ¢t = TF — ¢, with € > 0 arbitrarily
small, it cannot be preempted by 7F until it completes its
critical section. By design of the communication mechanism,
the critical section ends when a packet of size b is successfully
copied into the transmission queue. Hence, with a memory
read rate v and a memory-to-device transmission rate (3, the
blocking time is given by % + %, and the lemma follows. O

Finally, with the above lemmas in place, it is possible to
calculate the response time for each task 77 as the least
positive fixed point of the following equation, in terms of the
variable RE:

M; + [M; - P(e)]
B

where CF is the computation time of the task, and M; +
[M; - P(e)] is the number of packets transmitted by a task
instance when considering the probability of packet loss.

RE= Ot b+ I IR )

VI. EXPERIMENTAL RESULTS

This section reports the results of an experimental evaluation
of the proposed timing analysis under different system config-
urations. The experimental campaign adopts realistic param-
eters and compares the schedulability performance obtained
for the proposed approach with the performance obtained by
applying a response time analysis to the same system when
all transmission activities are suppressed.

Experimental setup. The task sets considered in the exper-
iments have been generated as follows. Given a target task
set utilization U, and the number of tasks n to be generated,
the task set generator by Emberson et al. [16] was used
to create NN task sets of n tasks, such that the cumulative
utilization of each task set is given by U. The generator was
configured to randomly select integer task periods from a log-
uniform distribution with range [T™", 7™%]. The generator
then provides a WCET Cik for each task, such that the ratio
between the WCET and the generated period corresponds to
the utilization assigned to that task. The number of packets
sent by each task M; was randomly selected from a uniform
distribution with range [0, M™*]. When M; is 0, the task sends
no packet. Then, the WCET C provided by the task generator
is inflated by the additional execution time required for the
transmission of the M; packets to obtain the final WCET for
the task, i.e., CF = éf + PT;, where PT; is the transmission

Parameter | Value Description
N 500 | Number of task sets evaluated for each configuration
U 0.8 | System utilization
n 10 | Number of tasks per edge node
" 5000 | Task minimum period (xs)
T 500000 | Task maximum period (ps)
M 5 | Maximum number of packets sent by each instance of a task
a 15 | NT bandwidth (MB/s)
b 16 | Number of bytes per packet
Q 8 | NI queue size (packets)
5 13.24 | Minimum read/write rate to access memory (M B/s)
13.24 | Minimum read/write rate to access device registers (M B/s)
pmer 56.47 | Maximum read/write rate to access device registers (M B/s)
oSk 2 | ISR overhead (us)
P(e) 0.2 | Packet loss probability
z 10 | Number of nodes in the network
TABLE I
NOMINAL SETTINGS OF THE PARAMETERS DEFINING THE SYSTEM
CONFIGURATION.
(a) z =10 (b) z=15
100 -
50 -
| | | | | | | | | | | |
0 02 04 06 08 1 0 02 04 06 08 1
6] U
(©) 2=20 d) z=25
100 -
50 -
| | | | | | | | | | | |
0 02 04 06 08 1 0 02 04 06 08 1
U 1)

——RM - with transmission —— RM - no transmission

Fig. 2. Schedulability ratio (y-axis, in percentage points) as a function of the
system utilization U with different values of z.

cost, which depends on the value selected for M;. Finally, all
tasks were assigned implicit deadlines (i.e., D; = T;) and rate-
monotonic priorities (i.e., the smaller the period, the higher the
priority level). Note that, in these experiments, the same task
set is used for all nodes in the network, although the analysis
can support different values for the WCETs of the tasks located
within other nodes.

Realistic values for parameters such as the memory access
rates 3, 5", and « were derived by profiling packet trans-
mission on the Xilinx Ultrascale+ SoC platform, with Cortex-
A cores running at 1.2 GHz. In this case, 725, 170, and 170
clock cycles were obtained by profiling the respective rates.
The values for the parameters U, z, and M™* varied across
the experiments. The default values for these parameters,
together with the value of the other system parameters, were
set according to the system configuration in Table I.

Experimental results. The first set of experiments evaluated
the schedulability ratio of the system concerning the system
utilization generated for each node, obtained when testing
N = 500 task sets per utilization point. The number of
nodes z is varied among the experiments. Figure 2 depicts the
results under four different configurations. Compared to the
response time analysis with suppressed transmissions, when
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Fig. 3. Schedulability ratio (y-axis, in percentage points) as a function of the
number of tasks n with different values of M™2*,

the number of nodes z or the utilization U increases, the
proposed approach exhibits a more significant drop in schedu-
lability performance. Indeed, broadcast packet transmissions
sent by each node increase the interference caused by the ISR
in charge of receiving packets on each node. This behavior
must be considered when designing edge applications in which
nodes can join the system dynamically.

In the second set of experiments, the schedulability ratio of
the system is evaluated concerning the number of tasks n. In
this case, the system utilization is set to U = 0.8, while the
generation parameter M ™ is varied across the experiments to
control the number of packets each task sends. Figure 3 depicts
the results under four system configurations. When the number
of packets sent by each task is increased, the schedulability
decreases rapidly with respect to the number of tasks n due to
the additional amount of data to be exchanged among nodes
in the network, which can lead to excessive traffic.

Overall, these experiments show that considering trans-
mission activities when designing edge network applications
is fundamental to correctly assigning system resources, e.g.,
when operating under a congested network or when the num-
ber of nodes in the network is expected to vary dynamically.

VII. CONCLUSIONS AND FUTURE WORK

This paper presented an analysis of the different types
of latency that can be introduced by the communication
interface when a task scheduled in an edge node transmits
packets to another node in a sensor network. The latency
was modeled and analyzed to derive necessary conditions
that ensure bounded transmission and reception latencies.
Then, the system schedulability is verified according to a
specialized response time analysis. Modeling the time behavior
of the system is crucial when functions performed by the
edge-computing system needs to interact with the external
environment, e.g., in a wireless sensor and actuator network
involved in vehicular crowdsensing applications.

When the proposed analysis was applied, an experimental
campaign was conducted to evaluate the schedulability per-
formance obtained with different system configurations. The

results show the importance of explicitly accounting for the
communication activities when designing an edge computing
system, primarily when it operates under a congested network
or when nodes can join the network dynamically.

Future work includes introducing a fault model that con-
siders error-recovery strategies and provides a response time
analysis model for multiprocessor platforms. In addition, fu-
ture work should investigate the impact of specific hardware
features, such as direct memory access, and account for a more
general task scheduling model, for instance, accounting for
sporadic releases of the tasks.
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